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Abstract
The term, Deep Learning, refers to training Neural
Networks, sometimes very large Neural Networks. Deep learning is all
around us. It’s used to determine which online ads to display in real
time, identify and tags friends in photos, translate your voice to text,
translate text into different languages on a Web page, and drive
autonomous vehicles. Deep learning is also found in less visible places.
Credit card companies use deep learning for fraud detection;
businesses use it to predict whether you will cancel a subscription and
provide personalized customer recommendations; banks use it to
predict bankruptcy and loan risk; hospitals use it for detection,
diagnosis, and treatment of diseases. The range of applications is
almost limitless. Other options include text analysis, image captioning,
image colorization, x-ray analysis, weather forecasts, finance
predictions, and more. Deep learning is already being widely used to
automate processes, improve performance, detect patterns, and solve
problems. A standard neural network (NN) consists of many simple,
connected processors called neurons, each producing a sequence of
real-valued activations.
Index Terms: Deep Learning, Neural networks, image recognition,
Artificial intellegence.

I. INTRODUCTION
Deep learning falls under the umbrella of machine learning
which is a subset of artificial intelligence (AI). Loosely defined,
artificial intelligence encompasses technology that simulates
human capabilities while machine learning algorithms learn and
adapt to new events.
Deep learning is a term for technologies that use artificial neural
network (ANNs) algorithms. Experts consider deep learning
and ANNs to be the same thing and use the terms
interchangeably. Just like neural networks in brains, ANNs have
neurons (nodes) interconnected by synapses (links). Each node
receives data, performs an operation, and passes the new data to
another node via a link. The links contain weights or biases that
influence
the
next
node’s
operation.
To illustrate the roles of nodes and links, imagine a company
that wants to predict whether a customer will renew a
subscription based on two predictors, gender and age. The
company’s neural network has two input nodes–one for each
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predictor–connected via separate links to one output node.
Gender and age values are fed into the input nodes. Those
values are multiplied by preset weights in the links. If age
happens to be a better predictor than gender, then the link that
sends age data will have a higher weight.
The output node adds the weighted data from the input nodes
and produces a value, which equates to a prediction. In this
simplified example, the value could be between 0 and 1. The
closer the value is to 1, the more likely the customer is to renew
the subscription.
In a real project, ANNs may contain thousands of nodes and
billions of links. Each node belongs to a layer, which is a group
of nodes. There are input layers, output layers, and layers in
between the two, which are known as hidden layers. Adding
nodes, links, and layers increases the accuracy of the ANN.
Deep learning technology is solving highly complex problems
that have eluded computer scientists for decades thanks to
heightened processing power, massive amounts of available
data, and more advanced neural network algorithms.For
example, deep learning is being used to improve natural
language processing tools to consistently comprehend the
meaning of a sentence, not just the individual words. So if
someone wants to translate ‘take a hike’ or ‘get lost’ it will not
take the expression literally. It will translate the expression into
a corresponding expression in the other language.
Object recognition software will become more prevalent and
accurate. For example, facial recognition software is already
operating at a high level. Scientists are now training deep
learning algorithms to differentiate between similar objects,
such as teacups and bowls, houses and cabins, shoes and boots.
This
precision
allows
computers
to differentiate
between pedestrians on a street, detect anomalies in common
objects, piece together panoramic photos, index images, and
much more.
II. EXISTING SYSTEM
Many approaches have been proposed to regularize the training
procedure of very deep networks. Early stopping and statistical
techniques like weight decay are commonly used to prevent
overfitting. Specialized techniques such as DropConnect ,
Dropout have been successfully applied with very deep
networks such as ResNets. Faster convergence of such deep
architectures was made possible by Batch Normalization . One
of the added benefit of BN was that the additional regularization
provided during training even made dropout regularization
unnecessary in some cases. The work of Szegedy et al. showed
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the existence of adversarial perturbations for computer vision
tasks by solving a box-constrained optimization approach to
generate these perturbations. They also showed that training the
network by feeding back these adversarial examples regularizes
the training and makes network resistant to adversarial
examples. Due to a relatively expensive layerwise training
procedure, their analysis was limited to small datasets and
shallow networks. proposed the fast gradient sign method to
generate such adversarial examples. To perform adversarial
training, they proposed a modified loss function to also account
for loss from adversarial examples. They showed significant
improvements in the network’s response to adversarial
examples and obtained a regularization performance beyond
dropout. proposes a virtual adversarial training framework and
show its regularization benefits for relatively deep models,
while taking three times the normal training time. proposed an
iterative approach to generate much stronger adversarial
perturbations and also presented a score function to measure
robustness of classifiers against these examples. Furthermore,
recent approaches such as deep contrastive smoothing ,
distillation and stability training have focused solely on
improving robustness of the deep models to adversarial inputs.
In this work, we present an efficient layerwise approach to
adversarial training and demonstrate its ability as a strong
regularizer for very deep models beyond the specialized
methods mentioned above, in addition to improving model
robustness to adversarial inputs. Recent theoretical works such
as analyze the effect of random, semi-random and adversarial
perturbations on classifier robustness. They presented
fundamental upper bounds on the robustness of classifier which
depends on factors such as curvature of decision boundary and
distinguishability between class cluster centers. Wang et al.
introduce the notion of strong robustness for classifiers and
point out that the differences between generalization and
robustness by characterizing the topology of the learned
classification function.

learn, via a processes called training, to handle each new
problem. Within the machine learning field, there is an area that
is often referred to as brain-inspired computation. Since the
brain is currently the best “machine” we know for learning and
solving problems, it is a natural place to look for a machine
learning approach. Therefore, a brain-inspired computation is a
program or algorithm that takes some aspects of its basic form
or functionality from the way the brain works. This is in contrast
to attempts to create a brain, but rather the program aims to
emulate some aspects of how we understand the brain to
operate. Although scientists are still exploring the details of how
the brain works, it is generally believed that the main
computational element of the brain is the neuron. There are
approximately 86 billion neurons in the average human brain.
The neurons themselves are connected together with a number
of elements entering them called dendrites and an element
leaving them called an axon as shown in Fig. 2. The neuron
accepts the signals entering it via the dendrites, performs a
computation on those signals, and generates a signal on the
axon. These input and output signals are referred to as
activations. The axon of one neuron branches out and is
connected to the dendrites of many other neurons. The
connections between a branch of the axon and a dendrite is
called a synapse. There are estimated to be 1014 to 1018 synapses
in the average human brain.
Development History
Although neural nets were proposed in the 1940s, the first
practical application employing multiple digital neurons did not
appear until the late 1980s with the LeNet network for
hand-written digit recognition .2 Such systems are widely used
by ATMs for digit recognition on checks. However, the early
2010s have seen a blossoming of DNN-based applications with
highlights such as Microsoft’s speech recognition system in
2011 and the AlexNet system for image recognition in 2012 .
Applications of DNNs

III. BACKGROUND ON DNNS
Artificial Intelligence and DNNs DNNs, also referred to as deep
learning, are a part of the broad field of AI, which is the science
and engineering of creating intelligent machines that have the
ability to achieve goals like humans do, according to John
McCarthy, the computer scientist who coined the term in the
1950s.
Within AI is a large subfield called machine learning, which
was defined in 1959 by Arthur Samuel as the field of study that
gives computers the ability to learn without being explicitly
programmed. That means a single program, once created, will
be able to learn how to do some intelligent activities outside the
notion of programming. This is in contrast to purpose-built
programs whose behavior is defined by hand-crafted heuristics
that explicitly and statically define their behavior. The
advantage of an effective machine learning algorithm is clear.
Instead of the laborious and hit-or-miss approach of creating a
distinct, custom program to solve each individual problem in a
domain, the single machine learning algorithm simply needs to

Many applications can benefit from DNNs ranging from
multimedia to medical space. In this section, we will provide
examples of areas where DNNs are currently making an impact
and highlight emerging areas where DNNs hope to make an
impact in the future.
Image and video: Video is arguably the biggest of the • big
data. It accounts for over 70% of today’s Internet traffic . For
instance, over 800 million hours of video is collected daily
worldwide for video surveillance . Computer vision is necessary
to extract meaningful information from video. DNNs have
significantly improved the accuracy of many computer vision
tasks such as image classification , object localization and
detection, image segmentation , and action recognition .
Speech and language: DNNs have significantly improved the
accuracy of speech recognition as well as many related tasks
such as machine translation , natural language processing , and
audio generation .
Medical DNNs: They have played an important role in
genomics to gain insight into the genetics of diseases such as
autism, cancers, and spinal muscular atrophy .They have also
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been used in medical imaging to detect skin cancer , brain
cancer , and breast cancer .
Game play: Recently, many of the grand AI challenges
involving game play have been overcome using DNNs. These
successes also required innovations in training techniques and
many rely on reinforcement learning . DNNs have surpassed
human level accuracy in playing Atari as well as Go , where an
exhaustive search of all possibilities is not feasible due to the
unimaginably huge number of possible moves.
Robotics DNNs: They have been successful in the domain of
robotic tasks such as grasping with a robotic arm , motion
planning for ground robots , visual navigation , control to
stabilize a quadcopter , and driving strategies for autonomous
vehicles .

III. PROPOSED SYSTEM
Formulation:
Standard notations for Deep Learning
Sizes:
·m : number of examples in the dataset
·nx : input size
·ny : output size (or number of classes)
·n [l] h : number of hidden units of the l th layer
In a for loop, it is possible to denote nx = n [0] h and ny = nh
[number of layers +1] .
·L : number of layers in the network.
Objects:
·X ∈ R nx×m is the input matrix
·x (i) ∈ R nx is the i thexample represented as a column vector
·Y ∈ R ny×m is the label matrix
·y (i) ∈ R ny is the output label for the i th example
W[l] ∈ R number of units in next layer × number of units in the
previous layer is the weight matrix,superscript [l] indicates the
layer
·b [l] ∈ R number of units in next layer is the bias vector in the l
th layer·yˆ ∈ R ny is the predicted output vector. It can also be
denoted a [L] where L is the number of layers in the network.
Common forward propagation equation examples:
a = g [l] (Wxx (i) + b1) = g [l] (z1) where g [l] denotes the l th
layer activation function
yˆ (i) = sof tmax(Whh + b2)
· General Activation Formula:
a [l] j = g [l] ( P k w [l] jka [l−1] k + b [l] j ) = g [l] (z [l] j )
· J(x, W, b, y) or J(ˆy, y) denote the cost function.

Fig 1: Reshaped image vector
Vectorization
In deep learning, you deal with very large datasets. Hence, a
non-computationally-optimal function can become a huge
bottleneck in your algorithm and can result in a model that takes
ages to run. To make sure that your code is computationally
efficient, we use vectorization.
vectorized implementation is much cleaner and more efficient.
For bigger vectors/matrices, the differences in running time
become even bigger.
1) loss functions
L1(ŷ ,y) = ∑|y(i)−ŷ (i)| , i=0 to i=m.
IV ACTIVATION FUNCTIONS
Relu Function:
The Rectified Linear Unit is the most commonly used activation
function in deep learning models. The function returns 0 if it
receives any negative input, but for any positive value xx it
returns that value back. So it can be written
as f(x)=max(0,x)f(x)=max(0,x).

Fig 2: Relu function
It's surprising that such a simple function (and one composed of
two linear pieces) can allow your model to account for
non-linearities and interactions so well. But the ReLU function
works great in most applications, and it is very widely used as a
result.

Examples of cost function:
· JCE(ˆy, y) = − Pm i=0 y (i) log ˆy (i)
· J1(ˆy, y) = Pm i=0 | y (i) − yˆ (i) |
In computer science, an image is represented by a 3D array of
shape (length,height,depth=3)(length,height,depth=3).
However, when you read an image as the input of an algorithm
you
convert
it
to
a
vector
of
shape (length∗height∗3,1)(length∗height∗3,1). In other words,
you "unroll", or reshape, the 3D array into a 1D vector.

Sigmoid Function:
The main reason why we use sigmoid function is because it
exists between (0 to 1). Therefore, it is especially used for
models where we have to predict the probability as an
output.Since probability of anything exists only between the
range of 0 and 1, sigmoid is the right choice.
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z[2](i)=W[2]a[1](i)+b[2]
ŷ (i)=a[2](i)=σ(z[2](i))
y(i)prediction={10if a[2](i)>0.5otherwise
Cost function:
J=−1/m∑(y(i)log(a[2](i))+(1−y(i))log(1−a[2](i))) , i=0 to i=m.
Backward propogation:
dZ2= A2 – Y
dW2 = (1 / m) * np.dot(dZ2, A1.T)
db2 = (1 / m) * np.sum(dZ2, axis=1, keepdims=True)
dZ1 = np.multiply(np.dot(W2.T, dZ2), 1 - np.power(A1, 2))
dW1 = (1 / m) * np.dot(dZ1, X.T)
db1 = (1 / m) * np.sum(dZ1, axis=1, keepdims=True)
Fig 3: Stigmoid function
Tanh Function:

L-Layer neural network:

Tanh is also like logistic sigmoid but better. The range of the
tanh function is from (-1 to 1). tanh is also sigmoidal (s - shaped).
The advantage is that the negative inputs will be mapped
strongly negative and the zero inputs will be mapped near zero in
the tanh graph.

Fig 5: L-Layer neural network

Fig 4: Tanh function
Cost function:
V. ARCHITECTURE

− ∑(y(i)log(a[L](i))+(1−y(i))log(1−a[L](i))) , i =1 to m

Single layer neural network model

Fig 4: Single layer neural network model
Fig 6: Cost function
z[1](i)=W[1]x(i)+b[1]
a[1](i)=tanh(z[1](i))
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VI. RESULT

AUTHORS PROFILE

Our results show that a large, deep convolutional neural
network is capable of achieving recordbreaking results on a
highly challenging dataset using purely supervised learning. It
is notable that our network’s performance degrades if a single
convolutional layer is removed. For example, removing any of
the middle layers results in a loss of about 2% for the top-1
performance of the network. So the depth really is important for
achieving our results. To simplify our experiments, we did not
use any unsupervised pre-training even though we expect that it
will help, especially if we obtain enough computational power
to significantly increase the size of the network without
obtaining a corresponding increase in the amount of labeled
data. Thus far, our results have improved as we have made our
network larger and trained it longer but we still have many
orders of magnitude to go in order to match the infero-temporal
pathway of the human visual system. Ultimately we would like
to use very large and deep convolutional nets on video
sequences where the temporal structure provides very helpful
information that is missing or far less obvious in static images
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